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Abstract

Scientific illustration figures are essential for
depicting research work’s conceptual designs,
methodology, and experiment workflows, which
play a pivotal role in communicating complex aca-
demic insights. However, creating high-quality
scientific illustration remains a labor-intensive
task for human scientists. While recent generative
image models have advanced prompt-based edit-
ing, the synthesis of fully editable figures remains
a fundamental challenge. Valid editability in-
volves structured transformations of graphical ele-
ments, scales, attributes, and text, rather than sim-
ple pixel-level changes. Existing models generate
raster outputs that do not support manual correc-
tion or layout adjustment, limiting their utility in
scientific publishing, where editable vector figures
are typically required for submission. To address
this challenge, we introduce LiveFigure, an agen-
tic framework driven by VLM agents that imitates
the multi-steps drawing workflow of human re-
searchers. It first plans figure blueprints by draw-
ing inspiration from high-quality references in
previous works, then generates executable scripts
that produce figures via the PowerPoint interface
based on skills and experience, and finally re-
fines the outputs with targeted visual diagnos-
tics, producing fully vectorized, editable figures
that meet publication standards. Extensive ex-
periments demonstrate that LiveFigure generates
inherently editable figures that are both visually
clear and aesthetically appealing, achieving 80%
publication-readiness within just 17 manual ed-
its, far surpassing the 24% rate of the strongest
baseline, NanoBanna. Human preference studies
further validate this advantage, with LiveFigure
securing a 60% win rate against NanoBanna. Our
codeis availableathttps://github.com/t
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1. Introduction

Scientific illustration figures serve as a crucial medium for il-
lustrating methods, workflows, and conceptual frameworks,
enabling readers to quickly grasp the core logic and key
ideas underlying a study (Larkin & Simon, 1987; Tufte,
2001). Despite their central role in research communication,
producing high-quality figures remains a labor-intensive pro-
cess (Rougier et al., 2014): it demands both deep domain
knowledge and proficiency with professional design tools,
often requiring manual construction of each element using
software such as Adobe Illustrator (Rolandi et al., 2011).
This manual workflow consumes significant time and effort,
limiting researchers’ productivity and diverting resources
away from the generation of novel scientific insights.
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Figure 1. Natural language instructions struggle to guide generative
models to make precise modifications to scientific figures.

In an effort to reduce the efficiency bottleneck described
above, recent advances in generative image models may ap-
pear to offer a promising alternative. However, these models
fundamentally generate static, pixel-based raster images,
which are inherently misaligned with the requirements of
scientific figures (Li et al., 2025a). On the one hand, this
generation paradigm enforces a single-pass, monolithic ren-
dering process, in which figures are treated as indivisible
visual outputs rather than compositions of editable semantic
elements. Under this paradigm, even minor structural inac-
curacies or spelling errors in technical terminology cannot
be corrected through localized edits to individual compo-
nents, connectors, or text elements. Instead, users must rely
on iterative natural language instructions that trigger full
regeneration of the figure. Even with repeated prompts, pre-
cise and fine-grained modifications to individual elements
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remain largely unattainable, as illustrated in Figure 1. Such
limitation fails to support the highly iterative, fine-grained,
and verifiable editing process required in scientific writing.

On the other hand, top-tier academic venues such as Na-
ture and Science mandate figures to be submitted in vector
formats. Vector graphics are natively editable and support
resolution-independent scaling without quality degradation,
both of which are essential for accurate scientific commu-
nication, high-fidelity printing, and rigorous publication
standards. However, existing generative image models are
fundamentally incapable of producing vector graphics, mak-
ing them incompatible with these publication requirements.

In response, the research community has explored various
solutions, yet none have fully bridged the gap between raster
images and editable scientific figures. AutoFigure (Anony-
mous, 2025) makes text editable by recognizing and rein-
serting labels via OCR, but the remaining graphical ele-
ments are still pixel-based and cannot be directly modi-
fied. Qwen-Image-Layered (Yin et al., 2025) decomposes
a single RGB image into a stack of semantically disentan-
gled RGBA layers, allowing users to independently adjust
each layer without affecting others. However, each layer
still fundamentally relies on pixel-based regeneration, and
the method performs poorly when decomposing scientific
schematics with complex layouts and numerous elements.
Code-based generation methods (Rodriguez et al., 2025;
Yang et al., 2024) produce vectorized outputs, but these
figures are essentially non-editable and visually simplistic,
lacking semantic richness and aesthetic quality.

We argue that fundamentally achieving native editability
in scientific figures requires abandoning traditional pixel-
based end-to-end image generation methods in favor of a
new paradigm, which we term Cognition-Inspired Proce-
dural Construction. Observing how human experts create
figures reveals that this process is not a matter of pixel ma-
nipulation, but a staged cognitive workflow: experts first
retrieve relevant reference figures for inspiration, then con-
ceptualize a high-level visual blueprint, next search for or
design semantic assets, subsequently assemble these assets
using appropriate tools, and finally iteratively refine the fig-
ure based on visual feedback. By explicitly modeling and
simulating this process, and by driving generation through
code rather than pixels, it becomes possible to achieve in-
herent editability and logical precision.

Building on this paradigm, we propose LiveFigure, a multi-
agent framework that emulates the cognitive workflow of
expert human designers to automatically synthesize na-
tively editable PowerPoint source files, which can be ex-
ported as vectorized scientific figures. LiveFigure adopts
an agentic pipeline that decomposes the generation into
three stages. First, visual planning via prior induction
distills high-quality schematic design priors from expert-

authored figures in top-tier venues, enabling the system to
infer reliable layout structures and semantic organization
from methodological text, thereby establishing a visually
grounded blueprint to guide downstream figure generation.
Second, procedural figure generation via standardized skills
and experience enhancement translates the visual blueprint
into executable figure-generation programs. By equipping
agents with a library of pre-validated high-level drawing
skills and injecting accumulated debugging experience as
constraints, LiveFigure enables robust code synthesis that
produces fully editable PowerPoint figures. Finally, rargeted
refinement via visual diagnostics closes the loop between
code execution and visual perception. Through iterative
observation-and-refinement cycles, the system identifies
subtle visual defects, such as element occlusion or misalign-
ment, and makes targeted code-level corrections to achieve
publication-ready figures.

Extensive experiments demonstrate that LiveFigure pro-
duces fully editable figures with high visual clarity and
aesthetic quality. In human evaluations, 80% of figures gen-
erated by LiveFigure were deemed suitable for publication
after at most 17 minor edits, substantially outperforming the
strongest baseline, NanoBanana, which achieves only 24%.
Additionally, human pairwise preference studies show that
LiveFigure achieves a 60% win rate against NanoBanana,
confirming its superior usability and quality. Our contribu-
tions can be summarized as follows:

1. We propose a novel agentic paradigm, Cognition-
Inspired Procedural Construction, for scientific fig-
ure generation, which imitates the staged workflow of
human experts and integrates visual planning, skill-
augmented procedural generation, and iterative visual
refinement.

2. We develop LiveFigure, a practical framework that
produces fully editable, visually clear, and semantically
rich scientific figures, overcoming the limitations of
raster-based generative models and simplistic code-
based approaches.

3. We validate the practical usability of LiveFigure
through extensive experiments and human studies,
demonstrating that only minimal manual adjustments
are needed for immediate adoption.

2. Related Works

2.1. General Image Generation

Driven by the scaling of Diffusion Transformer architec-
tures and advancements in multimodal logical reasoning,
general-purpose image generation models have witnessed
exponential progress in recent years. State-of-the-art closed-
source models, represented by GPT-Image-1.5 (OpenAl,
2025) and Gemini Nano Banana (DeepMind, 2025), are
now capable of synthesizing photorealistic images and natu-
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ral scenes with high aesthetic delity. Recent pipelines suchthe scope of research automation to the visual domain, serv-
as AutoFigure (Anonymous, 2025) largely rely on theseing as a specialized agent that transforms abstract research
foundational models to construct scienti ¢c imagery. How-designs into publication-standard, editable gures.

ever, within the rigorous context of scienti ¢ gure creation,

these pixel-based _end_-'_to-end models facg the fundamgntgl_ Methodology

challenge of uneditability. Furthermore, issues regarding

textual and logical hallucinations persist (Shimoda et al.We conceptualize LiveFigure as an agentic framework that
2025); distortions in text, topological incoherence, and consimulates the cognitive work ow of expert human designers.
tent fabrication occur frequently (Chen et al., 2024; Li et al. As illustrated in Figure 2, LiveFigure decomposes the g-
2025b), failing to meet the stringent standards required foure generation task into three stages: Visual Planning via
academic publication. Prior Induction ( plan ): @ims to uncover high-quality de-

To mitigate these editability constraints, the research comz 9" patterns from top-tier conferences, establishing reliable

munity has beaun exoloring structure-aware eneratiorll)riors for visual layout in gure-generation tasks. Proce-
Y 9 P 9 9 dural Figure Generation via Standardized Skills and

paradigms. For instance, OmniGen (Xiao et al., 2025) mtroExperience Enhancement ( assemtie ): Maps the design

ni neration framework mptin r o . . .
duges a unied gene atio ramewo a’gte' Pt gto add es%Iueprlnt into executable gure-generation scripts, ensuring
various generation and editing tasks within a single model oth code executability and logical consistency. Targeted
yet, its outputs remain in an indecomposable raster form e nement based on Visual Diagnostics ( '), em

refine /- -

Similarly, Qwen-Image-Layered (Yin et al., 2025) employs loys a multi-modal closed-loop feedback mechanism to

latent space decomposition techniques to generate images . o : .
; iteratively optimize generated gures, enabling precise cor-

as separate RGBA layers, thereby enabling users to move™ . .

o . : : . réctions and visual enhancements.

or remove individual objects. While this approach improves

object-level controllability to a certain extent, it remains Formally, letT;, denote the input methodological text. Our

fundamentally a pixel-based operation. The limitations inobjective is to synthesize an editable PowerPoint gure

layer count and separation granularity fall short of supportF;i,a that maximizes both semantic alignment and visual

ing the ne-grained text editing and vector-level stylistic clarity. We formulate this generation pipeline as a sequen-

adjustments essential for scienti ¢ gures. tial composition of the three specialized mapping functions

de ned below:
2.2. Autonomous Agents for Scienti ¢ Research

Amid the surging wave of “Al for Science”, autonomous Fhinal = refine assemble  plan (Tin ) (1)

agents are rapidly evolving into pivotal tools for augment- . _ _ _ .
ing human scienti ¢ capabilities. By automating laborious 3.1. Visual Planning via Prior Induction (Stage )

components of the research work ow, these agents EMPOWELs is often said, the rst step is the hardest: generating

researchers to concentrate on high-level ideation and inn(_)vgbncrete visual designs solely from input methodological

tion. In the realm of information acquisition and synthesis, xt( pan :Tn ! B ) requires substantial reasoning. In

%sétgn;]s suc(:jh as Dfe? Izesearcth (Glologle, ZOfS;tOpent is phase, we introduce a Visual Prior Induction mecha-
; ) ave demonstrated exceptional 'ong-contex rea_soHi—sm, which distills reusable schematic design priors from
ing capabilities, assisting researchers in rapidly eXtraCt'n%igh-quality methodological gures in the literature. By

and synthesizing critical knowledge from vast rEpOSitorie%everaging expert-designed exemplars from top-tier confer-

onrI]|terzgure. IEegardLngl dgglzaén'SpZCI'DCfXFiUt'On’ttOOISH“keences, this mechanism establishes reliable visual priors that
emCrow (Bran etal,, ) and Data Interpreter (Hon uide the subsequent blueprint planning process.

et al., 2025) have validated the auxiliary value of agent
in tasks ranging from chemical synthesis planning to comTo facilitate effective Visual Prior Induction, we construct
plex code-based data analysis. For hypothesis veri catio@ gure-text knowledge base focused on scientic g-
and optimization, evolutionary frameworks represented byres, denoted a& = f(v i;c;di)gk, , wherey; is the
AlphaEvolve (Novikov et al., 2025) serve as powerful ex- gure, ¢ is the caption, and; represents the dense tech-
ploration tools, facilitating the automated discovery and ophical description. The construction Kfinvolves rigorous
timization of superior model architectures within expansivestructure-aware ltering and context-aware extraction to en-
search spaces. While these systems signi cantly acceleratgre it contains only high-quality methodological owcharts
knowledge production, a gap remains in the automated disind framework schematics (see Appendix A.4 for detailed
semination and communication of ndings. Most existing construction protocols).

assistants focus on reading, calculating, or executing (Sha
et al., 2025), leaving the creation of visual schematics t
manual labor. LiveFigure addresses this gap by extendi

Based on this knowledge base, the retrieve agent rst
ncfetches the tofe most semantically relevant reference
%ures from K, which can be formulated asR =
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Figure 2. Overview of the proposed LiveFigure. The framework simulates human gure design via three stages: (I) Visual Planning via
Prior Induction, (I) Procedural Figure Generation via Skills and Experience, and (lll) Targeted Re nement via Visual Diagnostics. This
gure itself was also generated by LiveFigure and further re ned through 14 steps of manual human editing.

TopK ok SIM(E(Tin ); E(K)); whereE() denotes the em- 3.2. Procedural Figure Generation via Skills and
bedding function (e.g., Qwen3-Embedding). Next, a VLM Experience (Stage Il)

jointly analyzes the retrieved referend@sand the user
input Tj, , examining the layout organization and visual
composition embodied in the reference gures. By abstrac

After establishing the visual bluepriBtand the asset library
t,_A, the objective of Phase Il is to procedurally generate an

ing and distilling their underlying design principles, the €ditable gure. We formalize this process as a mapping

model adapts these visual priors to the target methodologg,g?t” b'I(BF;A) ! [I:D .i”i[‘ » whereFy represents the initial
producing a tailored structural pl&yan aligned with the ltable FowerFoint gure.
input speci cation:Spian = VLM (eason (Tin ; R): Finally,  In this work, we choose Microsoft PowerPoint as the car-
the blueprint agent takes both the original context and theier for editable gures. Why PowerPoint? This decision
structural plan as prompts to generate the visual bluepririt grounded in a careful consideration of user accessibility
B, which provides the spatial guidance for the downstreamand automation feasibility. While professional design tools
procedural generation: (e.g., Adobe lllustrator) are the industrial standard for vector
graphics, their closed ecosystems and steep learning curves
B = GeNimg (Tin ; Spian ): @ make them poorly suited for Al-driven automation. In con-
trast, PowerPoint offers a rare combination of broad user
For domain-speci ¢ entitiedniy (e.9., “microscope,” accessibility and developer-level openness. On the user side,
“robotic arm”) mentioned itSpian , Whose visual complexity it serves as a de facto universal language in the research
exceeds what can be expressed by basic geometric prifiommunity, ensuring ubiquitous availability. On the devel-
tives, an asset generation module further synthesizes stylgper side, its rich programmatic interfaces (via OpenXML)
consistent assets. To achieve high- delity generation withenaple ne-grained manipulation of graphical primitives,
minimal inference cost, we employ a grid-based batch geRghile also supporting seamless export to standard vector
eration strategy. Instead of synthesizing assets individuallyormats. Thus, PowerPoint uniquely satis es the dual re-

we prompt the model to generate a composite image cogpirements of low-friction user editing and high-precision
taining anM N grid of icons in a single pass, strictly model control.

conditioned on the visual style @yan . Formally, we ) )

de ne a grid generation functio@enyq followed by an Nevertheless, directly prompting VLMs to generate raw
automated post-processing operatggs; (which performs ~ Python code based qaython-pptx ~ for procedural g-
grid cropping and background removal). The nal assetUre generation remains non-trivial. In practice, this approach

library A is obtained as: frequently suffers from excessively verbose code, API hal-
lucinations, abundant implementation bugs, and suboptimal
A= post (Geryrid (Eentity j Splan )): (3) spatial reasoning. To address these challenges, we propose

. . L " a Standardized Skill-based Generation paradigm, aug-
This mechanism ensures that complex scienti ¢ entities arg. anted with Experience Enhancement

visually consistent and ready for seamless integration.
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Standardized Skills as Atomic Primitives. We con- rates, to handle sporadic complex logic con icts, we incor-
struct a Python library of Standardized Skills, denoted agorate a runtime feedback-based iterative debugging mecha-

rigorously validated, and encapsulates complex renderingtack trace and feeds it back to the model. L&f4s; de-
logic, such as connector routing and nested text-shape comete the initial code generated. We de ne the debugging it-

position, into high-level semantic interfaces. The procedueration Sequendﬁéibugg initialized with (é(;)bug = Cyraft

ral generation procedd gen is modeled as synthesizing
an executable python scriit; conditioned on the visual t1) _ p ® .0 .

. - . =Rene(C ; ;s t<T 5
blueprintB and the skill libraryS. The initial editable gure ebug (Cebug: ™) max : - (5)

Finic is then obtained by executing this script in the Pythonys 1501 terminates upon successful execution, yielding the
environment: validated executable scrifityec. This mechanism serves
Fit =Exec(Gnit )i Gnt M gen( jB;S): (4) asa nalsafety net, ensuring the system can autonomously
recover from unforeseen runtime errors.
This abstraction of skills serves two critical purposes:

1. First, it guarantees executability. By constraining the 3.3. Targeted Re nement via Visual Diagnostics (Stage

model's action space to a curated set of veri ed atomic i)

functions, we substantially reduce syntax errors anch|though the scripCuyec obtained from Phase Il is valid and

API hallucinations, thereby improving the executability executable, the resulting gur€;,; often exhibits subtle

of generated code and the overall system ef ciency. visual defects invisible to code-level logic, such as element
2. Second, it enables cognitive of oading. The abstrac-occlusion or inconsistent styling. To bridge the gap be-

tion decouples high-level layout reasoning from low-tween code logic and visual perception, we design a Visual

level implementation details. The model can focusDiagnosis-Driven Re nement closed-loop, formally mod-

on semantic layout decisions, such as “component Aeled as an optimization mappingefine : Fint ! F final -

should be connected to component B with a polylineW ‘ late this ph terative “ob di
arrow”, without explicitly computing anchor points or ¢ formufate this pnase as an ierative “observe-diagnose-

) 3 . ) . ” 0) - H H
intermediate pixel-level routing coordinates. Moreover,.re ne” process. LetC Cexec denote the starting script

the encapsulation provided by standardized skills Sig|_nher|ted from Phase Il. At each iteratinthe system ren-

ni cantly reduces code length and complexity, where ders the current script into a visual snapsHbt. A VLM

a single skill invocation can replace dozens of lines of2CtS as @ "visual critic” to perform diagnosis, outputting a
intricate layout logic structured Actionable Issue List jssye that precisely local-

izes speci ¢ aws (e.g., “Text box A overlaps with Arrow

Experience-Driven Constraint Injection. When interact- B"): Li(gue = VLM giie (1 ®): Subsequently, the agent ex-

ing with visualization and rendering libraries, LMs often gcytes targeted re nement. Instead of regenerating the entire

produce API hallucinations or invalid parameter combinazerint it applies incremental updates to the code conditioned
tions due to biases in their training data. To systemahcal%n the feedback listt®*) = Re ne(C® : L® ): This

mitigate such errors, we introduce an Evolving Experience issue
Injection mechanism, which distills debugging experience§

oop continues until the issue list is empty or convergence
: ~1s reached. The nal publication-ready gure is obtained as

accumulated during development and large-scale generatign

into formalized negative constraintsds .

finar = Exec(Gina ). This mechanism ensures that the
output meets stringent aesthetic standards through human-
As the system processes an increasing number of generatisaimetic visual feedback.

cases, the experience repository is continuously updated by

capturing newly observed runtime errors. For instance, tg]_ Experiments

prevent a known API misuse, prohibitive rules are automati-

cally incorporated into the prompt, such as: “NEVER use4.1. Experimental Setup

slide.shapes.add -shape(MSO_SHAPE.LINE, Baselines: We compare our method against several repre-

) directly; use add _connector instead” By L . . )
rogressively integrating domain-speci c failure knowledge sentative image generation methods. Speci cally, we In-
b clude Gemini3-Pro-Image (Nano Banana), a commercial

in this automated manner, the mechanism performs : .
age generation model released by Google in November

. . ! ]
pre-pruning over the generation search space, ensuring th ) y . )
the model learns from past mistakes and blocks knowr?rEZS’ GPTImage-1.5, OpenAl's latest general-purpose

erroneous pathways at the level of generation logic itself image generation madel introduced in December 2025;
P y 9 9 " Imagen-4.0-Ultra, a high- delity text-to-image model from

Self-Correcting Execution Loop. While standardized Google's Imagen 4 family made generally available in 2025;
skills and experience constraints signi cantly reduce errorQwen-lmage, an open-source image generation model re-

5
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leased by Alibaba in August 2025; Grek-Image, an indus- information mentioned in the text are represented in the
try image generation system developed by xAl and released  gure; and Appropriateness, which measures whether
in August 2024; and several widely-used programmatic g- the abstraction level and visual style of the gure are
ure generation libraries, including Mermaid, Graphviz, suitable for the target audience and academic context.

Matplotlib, TikZ-V1, and HTML/CSS. Because AutoFig- taset: Our evaluation i nducted on rated dataset
ure has not been open-sourced, it is not included in ouPa aset. Lur evaiuation Is conduclec on a curated datase
of scienti ¢ schematic gures derived from accepted pa-

baseline comparisons. For more detailed information on
these baselines, please refer to the Appendix C.1. ofe’s at ICLR 2024, NeurlPS 2024, and ICML 2024. For

framework uses Gemini-3-Pro and Gemini-3-Image-Pro a£ach conference, we automatically extract 100 gure—text
the backbone models for the agents pairs, resulting in a total of 300 test instances. Each pair

consists of a scienti c schematic and its associated textual

Edit Distance Metric: We quantify practical editability description, including the gure caption and relevant method

using Edit Distance, de ned as the number of atomic modi- descriptions. Further details of the dataset construction are

cation steps a human user performs to nalize a generatecprovided in the Appendix A.6.

gure. Since PPTX les are internally represented as struc-

tured XML trees, we compute this metric by directly dif ng 4.2. Main Result

the underlying XML representations of the gure before ] ) o -

and after user editing. Speci cally, we count three types of 10 quantify practical editability and utility, we measure

operations: Modify, where an element with the same ID exEdit Distance—the number of atomic modi cation steps

ists in both versions but differs in attributes such as positionfeguired to nalize a gure. As illustrated in Figure 2, our

color, or text; Add, where an element appears only in théull mo_del (blue) demopstrates superior ef ciency, achle_vmg

edited version: and Delete, where an element is remove@ Median (50%) adoption rate at just 8 steps and reaching the

This design ensures that repeated adjustments to the sa@”0 threshold at 17 steps. The dense concentration of data

entity are aggregated into a single operation, yielding af?@ints in the low-edit-distance region ¢ 10) con rms that

objective and robust measure of human editing effort. e majority of our generated gures require only minimal
re nement to meet user standards.

Visual Evaluation Metrics: We evaluate each gure along . ) . o )

three visual dimensions, comprising a total of nine metrics! @ necessity of our hierarchical design is further evidenced

All metrics are higher-is-better (*). by the ablation studies. Removing the Skill Library (w/o

Skills) causes the most severe performance drop, increas-
ing the median edit distance to 31 steps (nedrlythe

; i > effort), which indicates a struggle with syntactic precision
ity, which measures whether the gure exhibits mod-yyithout executable tools. Similarly, removing the Expe-
ern scienti c illustration aesthetics in color, layout, jjance Module (w/o Experience) delays median adoption
and whitespace while maintaining a professional apgq 0 steps, proving the value of retrieving and adapting
pearance; Visual Expressiveness, which measures, ot syccessful solutions for complex tasks. In contrast,
whether abstract concepts are effectively transformedieneral-purpose VLMs struggle signi cantly with zero-shot
into intuitive visual symb_ols throu.gh icons and visual generation. Nano Banana and gpt-image-1.5 achieve adop-
metaphors; and Professional Polish, which measures;o rates of only 24% and 15%, respectively. This sharp
whether alignment, spacing, connectors, and fontg,nirast underscores the limitations of generative image

reach pljlblication-gual'ity standards. models in specialized scienti ¢ plotting and the necessity of
* Information Clarity: This dimension evaluates the ef- - framework.

fectiveness of information communication. It includes
Clarity, which measures whether readers can quickly
identify the core information and structural focus of the
gure; Logical Flow, which measures whether layout Table 1 compares LiveFigure with raster generative models
and arrows guide the reader along a causally consignd code-based tools across three evaluation dimensions,
tent sequence; and Text Legibility, which measuresunder two input settings: V1, which uses caption-only in-
whether text is clear, readable, correctly spelled, angut, and V2, which provides both the gure caption and the
free from generative errors. corresponding method description. LiveFigure achieves a
« Content Fidelity: This dimension evaluates how faith- clear advantage over traditional programmable tools such as
fully the gure re ects the underlying content. It in- Graphviz (5.78) and Matplotlib (5.61), whose rigid layouts
cludes Accuracy, which measures whether nodes, conlead to consistently low Visual Design scores§.0), while
nections, and information ow accurately re ect the our method effectively balances structured editability with
original scienti ¢ description; Completeness, which high aesthetic quality, reaching an average score of 7.89 in
measures whether all key modules, steps, or essentitthe V2 setting. When compared with SOTA raster gener-

* Visual Design: This dimension evaluates the visual
quality of the gure. It includes Aesthetic Qual-

4.3. Visual Quality and Content Fidelity Evaluation

6



Submission and Formatting Instructions for ICML 2026

Figure 3. Cumulative adoption probability curves with respect to edit effort. The x-axis represents the Edit Distance required for user
adoption. The y-axis shows the cumulative probability of a generated gure being adopted. The main plot compares our full method (red)
against three ablation variants. The right zoom panel details the modi cation-free adoptiorxrat@g for all methods, with horizontal

dashed lines projecting non-zero baselines to their equivalent step count on our method's curve. Horizontal dashed lines in the main plot
mark median (50%) and 80% adoption thresholds. Rug plots at the bottom visualize the density distribution of edit distances.

Models | Visual Design” Information Clarity" Content Fidelity" Ave.”

| Aesthetic Express. Polish Clarity Flow Legibility Accuracy Complete. Appropriate.
V1: Caption-only Input
Nano Banana-V] 7.68 6.73 7.81 7.14 7.49 854 5.92 6.20 7.12 7.1811
gpt-image-1.5-V] 8.08 7.05 809 744 763 821 5.75 6.02 7.31 7.2867
Qwen-image-V1| 8.00 6.83 7.14 549 544 588 3.90 4.28 5.41 5.8189
grok-2-image-Vl 5.90 454 530 366 362 2091 3.18 3.26 3.68 4.0056
imagen-4.0-ultra|  7.63 6.31 7.33 558 580 6.23 4.65 4.61 5.70 5.9822
Mermaid-V1 2.49 170 178 3.01 318 341 4.35 2.12 2.12 2.6844
Graphviz-V1 3.53 352 421 521 624 7.34 5.83 6.03 6.59 5.3889
Matplotlib-V1 5.99 522 582 566 588 6.70 4.80 4.92 5.53 5.6133
Tikz-V1 3.59 295 351 312 328 387 2.62 2.74 3.17 3.2056
HTML/CSS-V1 6.76 587 7.09 6.64 6.80 7.34 5.61 5.86 6.52 6.4989
LiveFigure-V1 7.69 6.86 7.76 7.07 7.29 8.29 6.80 6.69 7.26 7.3011
V2: Caption + Method Description Input
Nano Banana-V] 7.94 716 799 757 817 865 7.61 7.71 8.07 7.8744
gpt-image-1.5-V{ 7.91 7.05 807 7.65 7.98 8.60 7.06 7.12 7.34 7.6422
Qwen-image-V2| 7.43 6.42 6.25 543 584 543 4.75 5.22 5.85 5.8467
grok-2-image-V2  5.53 444 442 339 378 297 3.15 3.45 3.61 3.8600
imagen-4.0-ultra| 7.89 641 729 545 559 6.56 491 5.28 6.02 6.1556
Mermaid-V2 2.98 197 170 324 3.02 3.58 4.40 2.77 2.99 2.9611
Graphviz-V2 4.28 387 439 565 6.43 7.60 6.34 6.81 6.61 5.7756
Matplotlib-vV2 5.75 5.07 542 5.07 572 5.70 5.91 6.09 5.76 5.6100
TikZ-V2 3.53 293 353 293 335 3387 3.05 3.15 3.33 3.2967
HTML/CSS-V2 6.60 576 7.01 6.38 6.76 7.29 6.39 6.68 6.72 6.6211
LiveFigure-V2 7.87 7.08 787 759 7.75 8.62 8.29 8.16 7.79 7.8911

Table 1. VLM-based evaluation results across visual design, information clarity, and content delity dimensions. The besbaddest
values in each column (within V1 and V2 groups) are highlighted. Ave. denotes the average over nine metrics across three visual
dimensions. Higher values indicate better performance for all metrics".
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Model Variant  Executability () Taﬁts)u(%) S;/g_rzl )
w/o Experience 40.0% 3.3 6.52
w/o Skills 77.3% 1.6 5.47
w/o Re nement 83.5% 0.46 6.78
w/o Visual Prior 82.3% 0.55 6.81
Full LiveFigure 83.5% 0.53 7.28

Table 2. Ablation study on the Experience, Skills, Re nhement and
Visual Prior modules.

Figure 5. Head-to-head human preference evaluation. We com-
pare LiveFigure against baselines under a double-blind, pairwise
comparison. The forest plot displays the adjusted win rate of our
model. Error bars indicate 95% con dence intervals. The table on
the right details the speci ¢ breakdown of Wins, Ties, and Losses

(a) Caption-only Input for each comparison.

nism serves as a necessary corrective layer. Complementing

this, the performance trajectory in Figure 4 demonstrates a

consistent monotonic improvement across all dimensions,

particularly in Information Clarity (rising from 6.87 to 7.99

in V2), con rming that our targeted re nement based on

visual diagnostics can effectively improve visual organiza-

tion and structural delity, leading to high-quality scienti ¢
visualizations.
(b) Caption + Method Description Input
Figure 4. Performance comparison across iterations. Metrics arg 5 Human Eval
aggregated based on 3 dimensions of visual evaluation. . .

To assess visual quality and layout correctness, we con-
ators (e.g., Nano Banana and gpt-image-1.5), LiveFigurglucted a double-blind, pairwise human preference evalua-
remains highly competitive: although raster models slightlytion (Figure 5). Evaluators were presented with randomized
outperform in aesthetic appearance, LiveFigure shows cleamage pairs and instructed to select the one offering bet-
strengths in Content Fidelity. In particular, under V2 input,ter information accuracy and visual clarity. As shown in
LiveFigure attains higher Accuracy (8.29) and Completefigure 5, our model demonstrates statistically signi cant su-
ness (8.16) than gpt-image-1.5 (7.06 and 7.12), indicatingeriority over all baselines. Against the code based methods
more faithful adherence to scienti c structure and logic than(e.g., Matplotlib, TikZ), we achieved near-perfect adjusted
pure pixel-based generation. Moreover, performance coRvin rates & 97%), verifying our advantage in automating
sistently improves from V1 (7.30) to V2 (7.89), re ecting complex styling. Furthermore, our method outperforms
that richer textual input better supports the generation ogtate-of-the-art generative models, securing win rates of
structurally correct and scienti cally rigorous schematics. 69% against Nano Banana and 60% against gpt-image-1.5,

with all 95% con dence intervals strictly exceeding the 50%
4.4. Ablation Study threshold. Appendix C.2 details the GUI design used for

i ibuti ; his experiment.
To validate the contribution of each architectural componentt, S experiment

we conducted an ablation study (Table 2) and analyzed th .

performance dynamics across iterative re nement stageS' Conclusion

(Figure 4). The results con rm the distinct roles of our In this work, we introduce LiveFigure, a framework that
proposed modules: the Experience module is foundationalansforms scienti ¢ visualization from static pixel gener-
for syntactic correctness, as its removal precipitates a cataation to editable object orchestration. By choosing Power-
trophic drop in Executability (40.0%); the StandardizedPoint as the carrier, we effectively democratize high-quality
Skills are critical for aesthetic quality, evidenced by the low- gure creation, lowering the technical barrier and enabling
est VLM score (5.47) when absent; and the Feedback mechaeamless human-Al collaboration for researchers across dis-
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ciplines. Looking forward, we aim to extend this paradigmLi, S., Rossi, R., Kim, S., Choudhary, S., Dernoncourt, F.,
to support multi-modal inputs (e.g., hand-drawn sketches) Mathur, P., Tu, Z., and Zhao, Y. Charts are notimages: On
and broader scienti ¢ domains, paving the way for a fully  the challenges of scienti ¢ chart editing. arXiv preprint
autonomous and interactive research assistant. arXiv:2512.00752, 2025a.

Li, Z. et al. Strict: Stress test of rendering images containing
text. arXiv preprint arXiv:2505.18985, 2025b.

This paper presents work whose goal is to advance the elyovikov, A., Vi, N., Eisenberger, M., Dupont, E., Huang,

of machine learning. There are many potential societal p.g Wagner, A. Z., Shirobokov, S., Kozlovskii, B., Ruiz,
consequences of our work, none of which we feel mustbe F 3. Mehrabian, A., et al. Alphaevolve: A coding agent

Impact Statements

speci cally highlighted here.
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A. Supplementary Details and Discussion
A.1. Details of Human Evaluation and Expert Background

To rigorously assess the practical utility and publication readiness of the generated illustrations, we conducted a double-blind
human preference evaluation. The evaluation panel consisted of seven Al researchers with PhD degree. Each evaluator has a
proven track record, having successfully published at least three papers in top-tier Al conferences or journals.

Given that our test set comprises gures extracted from accepted papers at leading Al venues, these evaluators represent not
only the target demographic of our system but also frequent creators of such scienti ¢ diagrams. This perfect alignment
between the evaluators' area of expertise and the test data ensures that their assessments authentically re ect rigorous,
professional academic standards. Furthermore, the winning rates observed in the double-blind preference tests strictly
passed the 95% con dence interval test (as shown in Figure 5), demonstrating that the human evaluation results are highly
signi cant and statistically reliable.

A.2. Cost Analysis

We conducted a detailed cost analysis of the LiveFigure framework based on the generation statistics from our test set. On
average, the end-to-end generation of a single scienti ¢ gure requires approximately 3 minutes of processing time and
incurs a total cost of approximately $0.80. This total cost comprises two main components:

« Image Generation Model: Averaging 2 API calls per gure. This consumes approximately 2,000 input tokens (at
$2.00/1M tokens) and 3,150 output tokens (at $120.00/1M tokens), which amounts to a cost of $0.38.

« Vision-Language Model (VLM): Averaging 12 API calls per gure. This consumes approximately 150,000 input
tokens (at $2.00/1M tokens) and 10,000 output tokens (at $12.00/1M tokens), which amounts to a cost of $0.42.

To clarify the incremental token burden introduced by the iterative generation process, we further decompose the costs
associated with the self-correction and visual feedback loops:

« Base Cost (Single-pass): A successful single-pass generation, without any self-correction or visual re nement, requires
2 image generation calls and 6 base VLM calls. The foundational cost for this single-pass execution is $0.59 ($0.38 for
image generation and $0.21 for the VLM).

« Self-Correction Cost: When code execution fails and triggers the debug loop, the agent repairs the code based on
error logs. Each additional round of self-correction requires 1 extra VLM call, adding a marginal cost of $0.035.

« Re nement Cost: During the closed-loop visual re nement stage, the agent ne-tunes the layout and elements based
on visual feedback. Each additional round of visual re nement requires 2 extra VLM calls, adding a marginal cost of
$0.07.

The iterative loops for self-correction and visual re nement yield signi cant improvements in both code executability and
the nal visual quality of the illustrations. When compared to the hours of manual drafting typically required by researchers
using professional graphic design software, this marginal computational cost is highly affordable and justi ed.

A.3. Domain Distribution of the Test Set

To ensure the diversity and generalizability of our evaluation, the constructed test set comprises 300 papers spanning a wide
array of contemporary Al research domains. Table 3 provides a detailed quantitative breakdown of this domain distribution.

The statistical analysis demonstrates that our test set provides broad and balanced coverage across the core elds of modern
Al. This comprehensive distribution ensures that the evaluated illustrations accurately represent the highly diverse visual
requirements and complex topologies encountered in real-world academic publications.

A.4. Details of Knowledge Base Construction

The quality of the Methodological Schematic Knowledge Bag€)is paramount for the performance of the Visual Deep
Research module. We constructed K using a three-stage pipeline focused on ltering, extraction, and indexing.
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Al Domain # % Core Research Directions & Examples

Foundation Theories, 84
Optimization & Graph Learning

Al for
Science

28.0% Fairness, Federated Learning, Graph Neural Networks (GNN), Causal Inference, Topo-
logical Data Analysis, Optimization.

72 24.0% Protein Structure Prediction, Drug Discovery, Genomics, Climate Modeling, Medical
Image Analysis.
Natural Language

Processing (NLP) 51 17.0% LLM Inference, Long Chain-of-Thought Reasoning, Instruction Tuning, Watermarking,

Long-context Processing, Evaluation.

\(;izirgﬁu(gr/) 38 12.7% 3D/4D Reconstruction (Gaussian Splatting), Video Generation, Image Inpainting, Au-

tonomous Driving Perception.
E%r;fgégi?ent Learning 27 9.0% Robotic Manipulation, Of ine RL, Multi-Agent Collaboration, Motion Planning.
Multimodal
Learning
Systems, Ef ciency
& Hardware Optimization

17 5.7% Vision-Language Alignment, Audio-Language Modeling, Hallucination Mitigation.

11 3.7% LLM Deployment (Heterogeneous GPU), Operator Linearization, Memory Optimization.

Table 3. Domain distribution of the 300 papers in the test set.

1. Structure-Aware Filtering: We collected accepted papers from top-tier conferences (ICLR 2025, NeurlPS 2025,
and ICML 2025) and applied a structure-aware ltering process to isolate scienti ¢ schematics. To distinguish
methodological diagrams from data visualizations, we employed GPT-40 as a “visual reviewer.” Through negative-
constraint prompting, the model was instructed to explicitly exclude experimental gures (e.g., bar charts, line plots)
and natural images. Only gures veri ed as methodological schematics or algorithmic owcharts, those that explicitly
represent structural components and data ows, were retained.

2. Context-Aware Description Extraction: Conventional gure-text pairs often rely solely on short captions, which are
insuf cient to capture complex reproducibility logic. To address this, we designed a two-stage extraction pipeline: rst,
gure labels in the paper text are identi ed using regular expressions; next, an LLM (GPT-5-mini) extracts detailed
technical descriptions from the surrounding textual context. This context-aware mechanism successfully recovers
module interactions and data- ow details that are often missing from captions alone.

3. Dual-Strategy Hybrid Indexing: To balance retrieval breadth and precision, we employ the Qwen3-Embedding-8B
model to construct a dual vector index. The Caption-Index is built solely on gure captions, suitable for matching
explicit keyword queries, while the Hybrid-Index is primarily constructed from long-form descriptions, with fallback
to captions when extraction fails, to capture deep semantic and structural similarities. During retrieval, the system
dynamically selects between the two indices, ensuring accurate recall of high-quality reference exemplars.

The entire collection and construction process of the image-text pair knowledge base is fully automated. Custom parsing
scripts automatically extract schematic images, captions, and their surrounding contextual text from PDF documents,
while VLMs are subsequently utilized for quality and relevance ltering, requiring no manual annotation or human
intervention. This automated mechanism ensures that LiveFigure can continuously scale its knowledge base with newly
published papers at a marginal cost, persistently enhancing the tool's performance over time.

A.5. Criteria for Determining “Publication Readiness”

In this study, the concept of “publication readiness” is strictly operationalized through two quanti able dimensions: expert
human evaluation and a structured VLM assessment anchored to of cial academic publishing guidelines.

1. Human Evaluation via Edit Distance

The rst dimension quanti es the human effort required to elevate a generated draft to a publishable state. In our evaluation
protocol, participants were tasked with manually editing the initial PPTX les generated by LiveFigure. The strict stopping
condition for this editing process was the expert's subjective con rmation that the gure had reached a quality standard
suitable for direct insertion into a top-tier academic paper.

The evaluation panel consisted of seven PhD researchers, each with a proven track record of at least three accepted papers
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in top-tier Al conferences or journals. In their daily research routines, these experts serve as both frequent creators of
high-level scienti c illustrations and rigorous peer reviewers. Consequently, their consensus on whether a gure meets
publication standards is highly professional, reliable, and authentically re ects the current quality consensus within the
academic community. The calculated “Edit Distance” thus objectively quanti es the exact number of manual intervention
steps necessary to transform a model's initial draft into a nal “publication-ready” state.

2. VLM-as-a-Judge Evaluation

To complement the human evaluation, we developed an automated VLM-as-a-judge protocol. We rigorously mapped the
of cial gure preparation guidelines from top-tier venues (e.g., Nature, IEEE, NeurlPS) into the three core dimensions and
nine quantitative metrics evaluated by the VLM. By assigning the model the persona of a “Senior Scienti ¢ Reviewer” in
the system prompt, we established evaluation criteria rmly rooted in the following real-world publishing standards:

Dimension 1: Visual Design Excellence. Grounded in the of cial Nature formatting guidelines [1, 2], which strictly
prohibit “overlapping text” and “super uous icons and decorative elements,” as well as the IEEE author guidelines
[5] that emphasize the need to “maintain consistent spacing.” Accordingly, metrics such as “Professional Polish” are
designed to strictly penalize any boundary clipping, element occlusion, or chaotic spatial layouts.

Dimension 2: Communication Effectiveness. Based on the of cial NeurlPS formatting instructions [4], which
mandate that “all artwork must be neat, clean, and legible.” To re ect this, our metrics for “Text Legibility” and
“Logical Flow" rigorously assess the visual clarity of textual information and the unambiguity of routing connections.
Dimension 3: Content Fidelity. This dimension enforces the absolute baseline set by Springer Nature's image integrity
and publishing ethics policies [3], which demand the “accurate and without fabrication” presentation of research results.
Within the generative Al context, our “Accuracy” metric imposes severe penalties on any “hallucinated relationships,”
fabricated visual entities, or erroneous topological logic that deviates from the provided textual input.

By translating these real-world academic publishing norms into a structured scoring rubric, we endow the VLM judge
with an authentic expert perspective, thereby achieving a highly standardized and objective quantitative assessment of
“publication readiness.”

References for Evaluation Guidelines

[1] Nature. Final submission artwork guidelines. Availablelatps://www.nature.com/nature/for-autho
rs/final-submission

[2] Nature Portfolio. Nature Research Figure Guide. Availablendtps://research-figure-guide.nature.
com/

[3] Nature Portfolio. Image Integrity and Standards. Availablehdtps://www.nature.com/nature-portf
olio/editorial-policies/image-integrity

[4] NeurlPS. Paper formatting guidelines. Available https://media.neurips.cc/Conferences/Neurl
PS2023/Styles/neurips_2023.pdf

[5] IEEE Author Center. Create Graphics for Your Article. Availablelatps://journals.ieeeauthorcente
r.ieee.org/create-your-ieee-journal-article/create-graphics-for-your-article/

A.6. Details of Test Set Construction

The construction of our evaluation dataset closely follows the same pipeline as the Knowledge Base described above. We
collect accepted papers from ICLR 2024, NeurlPS 2024, and ICML 2024, and parse all candidate gures and surrounding
text directly from the original PDF les. Given that conference papers contain a large proportion of data visualizations that
are unsuitable for schematic generation tasks, a dedicated semantic ltering stage is applied to distinguish methodological
schematics from plots and charts.

Speci cally, we employ GPT-40 as an automated visual reviewer to inspect each extracted gure. Through constraint-driven
prompting, the model is instructed to explicitly exclude experimental result gures, including bar charts, line plots, scatter
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plots, and other quantitative visualizations, as well as natural images. Only gures that depict methodological structures,
algorithmic work ows, or system-level pipelines, where visual elements represent functional modules and their interactions,
are retained. This ltering process ensures that the resulting dataset focuses exclusively on scienti ¢ schematics that require
structured layout, symbolic abstraction, and precise visual reasoning.

For each retained schematic, we construct a corresponding text description by combining the original gure caption with
additional method-level context extracted from the paper body. Rather than relying solely on captions, which are often terse
and underspeci ed, we identify gure references within the method section and use GPT-5-mini to extract the surrounding
explanatory text. This context-aware extraction recovers critical information such as module roles, data ow directions, and
hierarchical relationships that are essential for faithful schematic reconstruction.

Following this pipeline, we randomly sample 100 schematic—text pairs from each conference, yielding a total of 300
test instances. The resulting dataset serves as a challenging and realistic benchmark for evaluating scienti c schematic
generation, visual delity, and practical editability under human-in-the-loop settings.

A.7. Why PowerPoint? Rationale for Format Selection

We conducted a systematic evaluation of potential visualization mediums for the LiveFigure system. While PDF (via
IATEXITikZ) and SVG (via Adobe lllustrator) are common vector formats in academia, we selected Powerint § as

the core medium. This decision is driven by considerations of user technical background, software ecosystem compatibility,
and the scienti c work ow. The rationale is fourfold:

1. Widespread Accessibility and Low Technical Barrier. Post-generation re nement is a critical step in scienti ¢
visualization. Availability and Cost: Professional vector tools like Adobe Illustrator impose high licensing costs and
steep learning curves. Similarly, whilEX (TikZ) offers precision, its non-WYSIWYG nature restricts the ability
of non-CS researchers to perform ne-grained adjustments. Skill Alignment: In contrast, PowerPoint is ubiquitous
in academia. It is a tool mastered by virtually all researchers, offering an intuitive Graphical User Interface (GUI).
Choosing the PPTX format ensures immediate usability: users can re ne colors, layouts, or text without learning new
software, minimizing the interaction cost of human-Al collaboration.

2. Code-Friendliness & Automation Ecosystem. From a systems engineering perspective, PPTX offers distinct
advantages in automated generation. Structured Standards: Based on the OpenXML standard, PPTX les are highly
structured. Graphical elements (shapes, connectors, text boxes) have clear semantic de nitions rather than being
mere collections of vector paths. Python Integration: PowerPoint is supported by mature Python libraries (e.g.,
python-pptx ), ensuring high compatibility with the current Al tech stack. This allows us to model visualization as
an Object-Oriented Code Generation task—a domain where LLMs excel. In comparison, automating Illustrator relies
on proprietary scripting languages (e.g., JSX), hindering seamless integration with deep learning frameworks.

3. Seamless Work ow Integration. Research dissemination involves both manuscript publication and conference
presentations. Cross-Scenario Reuse: Traditionally, researchers must rasterize PDF charts into screenshots for
presentations, losing vector quality and editability. Native Compatibility: LiveFigure produces native PPTX assets,
which are inherently compatible with conference slides and posters. Generated gure objects can be directly copied
into presentation decks while maintaining vector resolution and editability, bridging the format gap between manuscript
preparation and research presentation.

4. Decoupling Generation from Re nement. Given the capabilities of current generative models, we adopt a "Human-Al
Collaboration” design philosophy. Complementary Strengths: The model handles labor-intensive structure and
spatial layout, while the user handles aesthetic judgment and semantic re nement. Optimal Interface: PPTX serves as
the optimal middleware for this division of labor. The system delivers an editable source le with accurate structure,
leaving the nal 10% of stylistic polishing to the user via the GUI. This decoupling maximizes Al ef ciency while
retaining human control over the nal visual output.

B. Supplementary Experimental Results

B.1. Evaluation of Information Fidelity

To rigorously assess the delity with which the generated gures convey the exact scienti ¢ information provided in the
user's initial input, we designed a dedicated evaluation protocol. Speci cally, under this protocol, all models were evaluated
using the “Caption + Method Description” (V2) input setting to provide comprehensive initial information. The evaluation
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pipeline consists of three stages:

« Visual Interpretation: We input the generated illustrations from the test set into an VLM (GPT-40). The model
was tasked with purely visually interpreting the illustrations and generating a detailed description of the content and
work ow, strictly without access to any prior contextual prompts.

« Intent Comparison: Subsequently, we employ GPT-5 as an evaluator to compare the extracted visual descriptions
against the user's original input intent (i.e., the ground-truth Caption and Method Description).

« Quantitative Assessment: Based on this comparison, the evaluator model assigned an “Intent Conveyance Score”
ranging from 0 to 5. This metric speci cally evaluates critical dimensions such as the omission of core methodologies

and the correctness of logical relationships between modules.

The guantitative results of this evaluation are summarized in Table 4. The results demonstrate the advantages of the
LiveFigure framework in maintaining the information delity and interpretability of complex scienti c illustrations.

Models Average Intent Conveyance Score "
Nano Banana 4.3
GPT-image-1.5 3.9
Qwen-image-V1 2.8
grok-2-image-V1 1.4
imagen-4.0-ultra 2.5
Mermaid-V1 1.2
Graphviz-V1 3.3
Matplotlib-V1 2.7
TikZz-V1 0.8
HTML/CSS-V1 3.0
LiveFigure (Ours) 4.6

Table 4. Quantitative comparison of Intent Conveyance Scores across different models.

B.2. Quantitative Stage-wise Evaluation

While the main manuscript provides a component-wise ablation study, this section presents a progressive, stage-wise
evaluation to elucidate the incremental performance gains achieved as the data ows sequentially through our generation
pipeline. We sequentially added each stage of the LiveFigure pipeline to a vanilla LLM baseline, tracking Executability,
Debug Turns, and the nal VLM Score. The quantitative progression is detailed in Table 5.

Pipeline Con guration Executability " Debug Turmns# VLM Score "
Vanilla LLM Generation 31.0% 3.40 5.03
+ Stage 1 (Visual Prior) 32.5% 3.50 5.75
+ Stage 2 (Skills & Experience) 83.5% 0.46 6.78
+ Stage 3 (Re nement) ! Full LiveFigure 83.5% 0.53 7.28

Table 5. Quantitative progression of the stage-wise evaluation.
By dissecting the trends within these metrics, we can isolate the exact contribution of each module in addressing the dual
challenges of execution ef ciency and generation quality:
« Baseline to Stage 1 (Visual Planning Gain): Introducing the Stage 1 Visual Prior provides the system with human-

like macro-layout planning. Consequently, the VLM Score improves from 5.03 to 5.75 due to more logical spatial
arrangements. However, Executability remains low (32.5%), and Debug Turns slightly increase (from 3.40 to 3.50).
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This authentically re ects that forcing a vanilla LLM to faithfully render a complex visual blueprint using raw,
unconstrained Python code actually increases the coding dif culty, leading to more trial-and-error.

¢ Stage 1 to Stage 2 (Execution Ef ciency Improvement): Introducing Stage 2 (Skill Library and Debug Experience)
completely resolves the aforementioned execution bottleneck. Executability skyrockets from 32.5% to 83.5%, while
Debug Turns plummet to 0.46. By encapsulating rendering logic into structured APIs, the system translates abstract
layouts into functional code almost in a single pass. This massively improves execution ef ciency and boosts the VLM
Score to 6.78, as the planned layouts are now accurately and reliably rendered.

« Stage 2 to Full LiveFigure (Publication Quality Polish): Stage 3 acts as the visual micro-aligner. In this stage, the
agent executes targeted, minor parameter adjustments based on visual feedback to address subtle imperfections in spatial
layout, graphic rendering, and element attributes exposed in the initial draft. This highly focused re nement effort
signi cantly elevates the VLM Score to our nal state-of-the-art performance of 7.28, quantifying its indispensable
role in bridging the gap to publication-ready quality.

B.3. Case Study 1: Cross-Model Comparison of Outputs Given Identical Inputs

In this case, the input comes from the caption and method description of the ICLR 2024 paper “Unsupervised Order
Learning” (UOL) (Lee et al., 2024). As shown in Figure 6, the visualization of the UOL algorithm requires depicting a
complex nested logic: an outer Alternating Optimization loop containing two distinct sub-modules (Ordered k-means and
Network Fine-tuning). LiveFigure (Ours) successfully captures this hierarchical logic. It organizes the sub-modules within a
clear container structure and visualizes the sequential dependenty (! k) With appropriate spatial arrangement.
Crucially, LiveFigure maintains a publication-friendly aspect ratio (e.g., 4:3 or 16:9), ensuring the diagram is legible and
compact.In contrast, baseline models exhibit signi cant limitations regarding layout control and aspect ratio adaptability:

Code-based Tools (Tikz, Graphviz, Mermaid): These tools rely on rule-based rendering engines that often ignore the
semantic importance of canvas dimensions. For instance, the TikZ baseline (bottom right) generates an extremely wide, strip-
like image. This is a structural limitation of LLM-generated code usingith@cumentclass[tikz]fstandaloneg

class; the compiler creates a content-aware crop that strictly wraps the generated nodes. Without explicit, complex layout
constraints from the LLM, the output dimensions are dictated purely by the natural ow of elements, often resulting in
unusable aspect ratios (e.g., extremely vertical or horizontal layouts) that require signi cant post-processing to tinto a
paper.

Raster Generative Models (e.g., Qwen-image, Imagen): While aesthetically pleasing, these models are often constrained
by API speci cations to xed aspect ratios (e.g., 1:1 squares). This limitation forces the model to cram complex, linear
work ows into a square canvas, leading to cluttered layouts or illogical “snaking” paths that disrupt the visual ow of the
algorithm (as seen in the Qwen-image and grok-2 examples).

LiveFigure effectively bridges this gap by decoupling logical generation from layout rendering, ensuring both structural
delity and adaptable, professional formatting.

B.4. Case Study 2: Cross-Model Comparison of Outputs Given Identical Inputs

In this case, the input comes from the caption and method description of the ICLR 2024 paper “Decoding Natural Images from
EEG for Object Recognition” (Song et al., 2023). As illustrated in Figure 7, this task presents a higher-order topological
challenge. The gure requires a composite layout consisting of two distinct sections, a high-level training/inference
framework (Panel A) and a ne-grained neural network architecture (Panel B). LiveFigure (Ours) successfully disentangles
this complex logic by autonomously identifying the need for a bipartite layout. It generates two distinct, clear sub- gures
that respect the semantic hierarchy. Panel A cleanly delineates the contrastive learning setup separating the training and
testing phases, while Panel B accurately reconstructs the internal data ow of the encoder, sequentially arranging speci ¢
technical modules such as Temporal-Spatial Convolution and Graph Attention. The result is a legible, publication-ready
schematic that perfectly balances high-level abstraction with low-level technical speci cation.

In stark contrast, raster-based generative models (e.g., Qwen-image, Grok-2) struggle to maintain this structural separation.
Constrained by xed aspect ratios (typically 1:1) and a lack of explicit layout planning, these models often con ate the two
distinct panels into a single, cluttered scene. Instead of producing a rigorous technical diagram, models like Grok-2 and
Qwen-image tend to generate artistic, “sci- ” style illustrations, such as glowing brain renderings, that prioritize visual
impact over methodological delity. Consequently, they frequently hallucinate non-existent connections or omit critical
internal modules, for example, the speci ¢ attention blocks in Panel B, rendering the output aesthetically striking but
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Figure 6. Qualitative comparison of generated gures for the Unsupervised Order Learning (UOL) paper. We compare LiveFigure against
state-of-the-art raster generative models and code-based plotting tools.
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